
 

 
Understanding Food-Delivery Lateness Through 
Spatiotemporal Analysis and Machine Learning 
Michael Zhao​
michaelzhao35@gmail.com 
​
 
ABSTRACT 
​
Meituan is a China-based technology company founded in 2010 that operates a food delivery service 
handling thousands of orders every day. The estimated delivery time for these orders is sometimes wrong. 
This paper will attempt to determine the cause of order lateness. The data used is from the Transportation 
Science and Logistics Data-Driven Research Challenge, in which participants are tasked with developing 
data-driven optimization models using data provided by Meituan. The data covers one anonymous city 
over one week, with 654,343 data points focused on delivery. Using this data, we identify patterns, such 
as the temporal difference between prebooked orders, and discover rush hours and hotspots with a higher 
percentage of orders, using methods like H3 clustering. Afterward, using machine learning from three 
different models, logistic regression, random forest, and XGBoost, and evaluating the ROC-AUC score as 
a measure of accuracy, we find feature importance to determine the most important features affecting the 
lateness of an order. This paper can address inaccurate initial estimated delivery time, increase customer 
satisfaction, and improve delivery process efficiency. 

 
 
 
INTRODUCTION  
 
Food delivery has been on the rise in the past decade, especially in China1. The usual food delivery 
process involves an app that lets customers order from restaurants. Once an order is created, it goes into 
the app's system, which sends a request to the restaurant to prepare the food and to a courier to pick it up. 
After picking up the food, the courier then delivers it to the customer, completing the order2. This process 
can be optimized to improve food delivery efficiency. For example, orders arriving later than customers 
expect can increase customer dissatisfaction and lead to the company losing customers. To this end, 
optimizing efficiency is essential for companies. With more order data, machine learning can optimize, 
predict, and make the food delivery process more efficient. 
In this paper, the demographic region focused on is China, which has the largest revenue in food delivery 
services, even exceeding the United States’ 51.5 billion. In China, the company Meituan dominates the 
Chinese market3. Established in March 2010, Meituan originally started as a group-buying site, similar to 
Groupon. Competing against over 3,000 other Groupon clones, and even Groupon itself, led Meituan to 
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evolve its business model into Online-to-Offline (O2O), which connected physical stores to the internet 
through online shopping. This shift was the start of Meituan’s food delivery service4. 
With the rise of more online data, Meituan has the opportunity to improve its food delivery platform to 
maximize customer retention. If food cannot be delivered on time, customers might switch platforms, 
making efficient delivery and accurate times important for increasing revenue and customer satisfaction. 
With modern technology and data storage, Meituan can use previous deliveries to help predict order 
arrival times. Currently, the prediction is not 100% accurate with the initial start variables and relies 
heavily on updating the estimated delivery time based on how the order is currently going. This 
inaccuracy causes many orders to arrive later than customers initially expected, thereby affecting 
customer satisfaction. If this data could be used for predictive analysis, Meituan could use historical order 
data to optimize the delivery process further. 
A solution to successfully using this past data would be to understand the spatial, or locational, and 
temporal patterns in the data, as well as the supply-demand imbalance that causes issues with food 
delivery times. In this case, it would include the date and time an order was created. By understanding 
which factors most affect the delivery process, Meituan can use these factors as features when building its 
own arrival-time prediction system to optimize the delivery process further. Examples of changes to 
optimize include drawing more couriers to a location where orders are often late due to a lack of couriers5. 
These changes can increase customer retention by enabling faster deliveries, more accurate promised 
delivery times, and better planning across the entire delivery system. 
The objective of this study is to understand the delivery process, how the food travels from restaurant to 
customer, and to find the most optimal way to predict whether an order is on time, compared to Meituan’s 
own estimated arrival time. To illuminate the process, each temporal point in the dataset and its order 
within the process must be shown. To determine the optimal way to predict the correctness of an order’s 
arrival time, multiple machine learning frameworks, such as logistic regression, random forest, and 
XGBoost, will be used to identify the best hyperparameters and features that most strongly affect the 
delivery process. 
 
However, some aspects of this study are limited. For example, financial reports are not included in the 
dataset. Without reports on the money from each delivery, the tangible difference between on-time and 
late orders cannot be shown. Another limitation is the true longitude and latitude of the given spatial data. 
This data has been shifted to preserve the anonymity of the actual location, thereby deeming the data 
unimportant. Furthermore, the data is limited to one week of orders in a single location, focusing on a 
single city rather than on China as a whole. This limitation prevents the applicability of the machine 
learning models for prediction in other places, but does not affect the research on the actual delivery 
process.  
 
The dataset used is from the TSL Data-Driven Research Challenge. Organized by The Society for 
Transportation Science and Logistics and Meituan, the challenge is to use the real-world data provided by 
Meituan to solve complex problems given by the challenge or to make your own. Its goal is to foster 
data-driven research on real-world challenges. The process of this paper begins with cleaning and filtering 
the dataset to focus on key features. Then, the data is graphed to find patterns, which can be essential to 
recognize as features. Lastly, once possible features and patterns are identified, machine learning is 
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implemented to determine whether an order will arrive on time and to highlight the factors most 
impacting the delivery process.  
 
 
DATASET 
 
All the data is obtained from the TSL Data-Driven Research Challenge. The Transportation Science and 
Logistics (TSL) Society partnered with Meituan to provide food delivery data for one week 
(10/17/2024-10/24/2024)6. The goal of this challenge is to make optimization models to address a 
question. In this paper, the question a model seeks to answer is how predictive analytics can be used to 
improve delivery efficiency, especially within the time frame Meituan predicts for its customers.  
 
The specific aspects of the data include four CSV files with information relevant to the delivery process. 
However, the last two do not apply to this paper. Some characteristics of the subjects in the study are that 
the data are primarily clustered in 1 central city in China, with a smaller sector outside the region. This 
regionalization is evident later when the data are plotted. However, as mentioned previously, the longitude 
and latitude have been shifted. Another relevant aspect of the data is that it is provided directly from 
Meituan’s system, so it is accurate to the second. Despite being directly from the system, some times may 
have been manually recorded by people, such as when an order arrives or is picked up. This inaccuracy 
leads to some timestamp inaccuracies, but with the magnitude of the number of orders, it should not be 
relevant. 
 
The first CSV file, titled “all_waybill_info_meituan_0322.csv,” includes most of the information, 
especially on the spatial-temporal aspects of the data. It consists of 654,343 data points, each one 
representing an order. The column of this file describes some of the values associated with each order. All 
of the spatial points are shifted to maintain the anonymity of the orders. Some of the critical values given 
in each order include: 
 

Column Description Schema 

Sender latitude Latitude of the restaurant sender_lat 

Sender longitude  Longitude of the restaurant sender_lng 

Recipient latitude Latitude of the delivery point recipient_lat 

Recipient longitude Longitude of the delivery point recipient_lng 

Courier location 
latitude 

Latitude of the courier when the order is assigned grab_lat 

Courier location Longitude of the courier when the order is grab_lng 
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Column Description Schema 

longitude assigned 

Order creation time The time when the order is created platform_order_time 

Estimated arrived The time when the order is promised to be 
delivered 

estimate_arrived_time 

Arrival Time The time when the order is delivered by the 
courier 

arrive_time 

Estimated meal 
preparation time 

The time when the meal is finished. Any time 
before this, the courier cannot fetch the order 

estimate_meal_prepare_ti
me 

Order push time The time the order goes into the system. order_push_time 

Waybill dispatch 
time 

When the waybill is assigned to the courier, the 
courier can decline 

dispatch_time 

Is prebook order Is the order pre-booked is_prebook 

Is weekend Is the order date a weekend is_weekend 

Courier ID Unique identifier of a courier courier id 

Order ID Unique identifier of an order order_id 

Is the waybill 
grabbed 

Is the order accepted by the courier is_courier_grabbed 

Table 1: Explanation of features from all_waybill_info_meituan_0322.csv 
 
The following dataset file is “courier_wave_info_meituan.csv,” which includes 206,748 data points on 
waves, which is a sequence of orders the courier delivers. A courier starts in an idle state, then accepts 
orders and delivers them, returning to idle when all orders are delivered. This data is vital for determining 
the number of active couriers at any given time and can be linked to the all_waybill to display a temporal 
visualization. The columns included are: 
 

Column Description Schema 

date Date of the wave dt 

Courier ID Unique identifier of a courier courier_id 
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Wave ID Unique identifier of a wave wave_id 

Wave start time Start time of the first accepted order wave_start_time 

Wave end time Time of last delivered order wave_end_time 

Order ID Set of order IDs in the wave  order_ids 

Table 2: Explanation of features from courier_wave_info_meituan.csv.  
 
 
METHODS 
 
The first part of this study is to observe the data and make sense of each time point given in the 
all_waybill. Then, after understanding the aspects of the delivery process, use hyperparameter tuning to 
predict outcomes, such as whether an order will arrive on time. This type of study is observational, 
cross-sectional, and analytical: it is an observation of past data on orders, cross-sectional because the data 
only encompasses a week, and analytical because it describes patterns and uses them to predict future 
results. 
 
The data first had to be cleaned and filtered to produce accurate visualizations and usable data for 
machine learning. First, we looked at is_courier_grabbed, which is a boolean. If the value were 0, it 
would mean that when the order was assigned to the courier, the courier declined it. Since the courier did 
not accept the order, the courier's location and all subsequent time markers (grab time, fetch time, arrive 
time) were set to 0. In this study, all non-accepted orders had to be filtered out, resulting in the removal of 
around 100,000 columns. 
 
A second filter was needed to determine whether an order was pre-booked. The timestamps of prebooked 
and non-prebooked orders differed, resulting in different temporal data when comparing overall 
differences across time frames in the ordering process. By recognizing the difference, future models can 
use whether an order is prebooked as another feature to improve accuracy, and the discrepancies seen in 
later graphs can be explained. 
 
The following actions were taken with the data: checking the temporal time frames and looking for any 
outliers that seemed incorrect. Every time frame should follow a standard time difference. However, one 
particular row (2​​39656) had incorrect data, as the arrival time was set to 0, so the row would be filtered 
out in subsequent graphical analysis.  
 
The first step was to differentiate between prebooked and non-prebooked orders. Some values had to be 
filtered out, such as the estimated meal preparation time (estimated_meal_prepare_time), because it often 
resulted in negative values and was frequently inaccurate in indicating whether a courier could or could 
not pick up an order. Instead of graphing the average, the median was used to account for outliers and 
human error in some orders. By graphing the average time between segments, a pattern emerged: Most 
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prebook and non-prebook segments were similar, except for the time between order push and dispatch, 
and the time between pickup fetch and arrival. The time difference between order push and dispatch can 
be attributed to how Meituan’s system works. The system most likely either takes longer to assign 
prebooked orders or waits until a certain time before assigning them. The other difference, pick up, fetch, 
and arrival, can be explained by the fact that prebooked orders must have further distances, which 
incentivized the order to be prebooked in the first place. Some other notable features of the graph include 
order creation to the order push, which means as soon as an order is made, it is almost instantly put into 
the system, which makes sense. Another feature is the differences between pickup grab and pickup fetch, 
or the time between the courier accepting the order and finally picking up the food. This difference 
indicates that couriers often take longer to pick up pre-booked orders than non-pre-booked orders. A last 
important feature is the discrepancy between the arrival time and the estimated arrival time. It shows that 
orders are often 9 minutes early for non-prebooked and 6 minutes early for prebooked orders. 
 

 
Figure 1: The time segmentation of a typical order. The left shows non-prebooked, and the right shows 
prebooked—noticeable difference in the time between order push and dispatch. 
 
In Figure 2, we graphed the order speed over a typical day, since this paper examines order arrival times. 
Delivery distance does not matter as much as speed, since a longer distance will only result in a later 
estimated arrival time. The unit used in Figure 2 is minutes per kilometer, with higher values indicating 
slower delivery and lower values indicating faster delivery. Looking at the trend over the day, it is evident 
that there are two particular areas where delivery speed slows down: hours 11, 12, 13, and 17, 18, 19. 
These times align with lunch and dinner, so there will be more demand and orders during these times, 
which in turn slows delivery speeds7. 
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Figure 2: Average time it takes to deliver an order, only non-prebooked. Spikes at hours 11 and 19. 
 
Figure 3 confirms that more orders and a supply-demand indifference are causing the slowdown in order 
speed during hours 11, 12, 13, 17, 18, and 19. Figure 3 graphs the number of orders being created over the 
day, as well as how many active couriers there are. To calculate the number of couriers active, we use the 
file “courier_wave_info_meituan.csv,” which gives information on a courier wave. We define an active 
courier as one who has started their wave and has not completed all their orders within a certain time 
frame. Using both the number of orders and the number of active couriers, a sort of supply-demand 
balance can be shown, with supply being the number of active couriers and demand being the number of 
orders. The graph of the number of orders per courier throughout the day can be used to identify times 
when delivery times are longer due to reduced courier coverage, resulting in longer wait times for order 
assignment and, in turn, orders arriving later or not on time. Looking at Figure 3, there is a pattern in the 
averages of orders created, active couriers, and orders per courier over time. The graphs, as predicted, 
peaked during the lunch and dinner hours. While the number of couriers also increased during these same 
hours, the number of orders rose even further. These peaks give us the leverage to define these times as 
essential features for later prediction, as during these times, there is higher-order volume and more orders 
per courier. An important assumption is that orders created during these times would take longer to 
deliver than at other times, leading to more late orders due to greater variance in delivery times. Another 
pattern in the graph is the supply orders per courier. While both couriers and orders increase during rush 
hours, which we would expect to stabilize, orders increase much more than active couriers, leading the 
supply-demand of orders and active couriers to peak during these rush hours as well. Using these 
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definitions, it is evident that the lunch and dinner hours are rush hours because of the large volume of 
orders, which creates a supply-demand imbalance. 
 

 
Figure 3: Average number of orders per hour, couriers per hour, and orders per courier. All metrics 
increase during rush hours, especially orders per courier. 
 
To confirm that orders arrive later during rush hours, Figure 4 graphs how early orders arrive by hour of 
the day. As seen in Figure 4, earliness decreases during rush hours, confirming that rush-hour orders are 
later than those during regular hours. The median overall is 8.13 minutes, which is further confirmed by 
the time segment table, with non-prebooked earliness at 9.73 minutes and prebooked orders at 6.77 
minutes early. 
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Figure 4: Average earliness of orders by hour. The larger the number, the earlier the order is. 
 
After looking at the temporal aspect of food delivery, using Uber’s h3 hex to cluster the spatial aspect 
would reveal an important feature, thereby increasing the accuracy of subsequent machine learning. The 
first step was to categorize the dataset's locations. A good use of the data was to first graph a single 
variable before doing anything more complicated, to check for faults as more variables were added. The 
first crucial spatial location would be where the customers were. Looking at Figure 5, it is evident that 
there are 2 clusters: one big city and another smaller city, and inside the big city, there are two hotspots 
that contain a large number of recipients. This clustering can be explained since most high-delivery 
hexagons tend to bear other high-delivery hexagons. Furthermore, the outer edge of the clustering is 
expanded to have less activity due to its distance from the hotspots8. 
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Figure 5: Average number of recipients per hour using H3 indexing.  
 
In Figure 6, we graphed where the restaurants or senders are clustered. Figure 6 and Figure 5 have similar 
overlap in the graph range. While there are fewer senders, which is to be expected, the hotspots are in the 
same spots. Another observation is that, while the spread is similar, the senders extend a little less than the 
recipients do. However, this observation can be explained by customers living farther from the restaurants 
than the restaurants are from each other.  
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Figure 6: Average number of senders per hour using H3 indexing. Similar hotspots compared to Figure 5. 
 
Lastly, looking at Figure 7, which displays the spread of couriers, it is clear that the relation between 
senders and couriers is much more similar than the relation between senders and recipients. This 
relationship can be explained by the customers and couriers existing in relatively similar spreads due to 
couriers who are nearby to the customer accepting orders. Even the total amount of senders and couriers 
is almost exactly the same, which reflects the similarity in graphs shown in Figure 3, where the average 
number of couriers and senders both follow the same pattern and have relatively similar numbers. 
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Figure 7: Average number of couriers per hour using H3 indexing. Similar hotspots compared to Figure 5 
and Figure 6. 
 
Moving on to clustering the hexagons into groups, which is crucial because it can be used as a feature to 
group locational data together, Figure 7 shows an elbow plot, with the elbow at k=3. An elbow plot runs 
k-means for each k value, with the y-axis showing the inertia, which is the average distance a cluster is 
from its center. While a larger k value would lead to less variability, this approach would lead to 
overfitting, so the standard is to choose the elbow point, or where the visible bend is9. In this study, we 
use four groups instead of three because it isolates the two extreme hotspots that contain a large number 
of orders, as they are hard to fit into any other category. Some of the features used to cluster these include 
average senders, average recipients, rush-hour senders, and rush-hour recipients. As seen in Figure 8, the 
cluster is very similar to the other two plots since the variables used to group the hexagons are similar. 
This similarity confirms the accuracy of the clustering, as the grouping is identical to the distribution of 
the hexagon graphs: the center has two hot zones, a few areas around them with a higher number, and 
then the borders all have a relatively low number of senders and recipients. We will eventually use the 
cluster of hexagons as a categorical feature to have models use hexagon groups to better predict whether 
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an order is on time or not. For example, there could be certain groups of clusters where orders are much 
more likely to be late due to immense traffic. 

 
Figure 8: Elbow plot for H3 Clustering. 
 

 

May 2026 
Vol 7. No 1. 

Oxford Journal of Student Scholarship 
www.oxfordjss.org 

418 



Understanding Food-Delivery Lateness Through Spatiotemporal Analysis and Machine Learning 

Figure 9: Hexagon clustering. 4 Groups with cluster 3 having the largest amount of orders and cluster 0 
having the smallest number of orders. 
 
Looking more specifically at the data for each cluster, the main features are the average number of 
senders and recipients during rush hours and non-rush hours. Cluster 0 makes up the majority of the 
hexagons, while having the least amount of orders, with each hexagon having 10-60 orders per hour, and 
a few in the hundreds range. Furthermore, during rush hours, there is a slight increase in orders, though 
not too noticeable. Cluster 2 makes up the border between the massive center of clusters 1 and 3 and the 
surrounding cluster 0. The average number of orders in cluster 2 is around 200-600, with rush orders 
reaching from 500 to 1500. Cluster 1 has high volume and accounts for the majority of orders, with an 
average of 600 to 1000 orders per day, and during rush hours, 1500 to 3000. The last cluster, Cluster 3, is 
the extreme two hotspots, with average orders around 1500 and rush orders reaching 3500.  
 
Finally, we used machine learning methods to predict whether an order’s estimated arrival time is 
accurate. This project will be a classification task, and the three models being tested are logistic 
regression (as the baseline), random forest, and XGBoost. Some factors that are kept constant include 31 
features, a 0.8/0.2 split of the test and training data, and the ROC-AUC score as the measure of model 
performance. ROC-AUC score is the area under the Receiver Operating Characteristic curve, which plots 
the true positive rate on the y-axis, with the false positive rate on the x-axis. A perfect model would have 
an ROC-AUC score of 1, whereas random guessing has an ROC-AUC score of 0.5. This curve is a better 
choice than overall accuracy because accuracy is often misleading. After all, it depends on a cutoff, which 
can look high on imbalanced data. ROC-AUC score evaluates how well the model separates positives and 
negatives across different cutoff points, indicating how accurate a model is10. 
 
 
Features 
 
Through the earlier data exploration, we can determine that the arrival time is affected by the distance, 
average speed during the hour, and other spatial factors. Based on previous data exploration, we identify 
the key features for prediction that will be constructed. Our goal is to transfer enough patterns from the 
data exploration and graphs to build a model that predicts whether an order will be late. The features used 
will be a combination of engineered features, such as logs, ratios, and distances, and inherent features 
provided by the data set. Creating features is useful for models such as random forest and XGBoost 
because they can synthesize features more effectively than logistic regression11. After establishing 
features, using feature importance for each model, we can determine which factors affect order lateness, 
which can be applied to make the delivery process more efficient. 
 
Categorical Features 
 

Feature Description 
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dow Date of the week of the order creation time. 0 is 
Monday, 1 is Tuesday, and 6 is Sunday. Range of 
0 to 6.  

hour Hour of the order creation time. Ranges from 0 to 
23. 

cluster Hex cluster label 

Table 3: Categorical features used in Machine learning. 
 
First, some basic categorical features. These features are imputed from the dataset and can be used to 
define an order's traits or to build upon other numerical features. While these features are more basic than 
the following ones, they are essential for creating later features because they are guaranteed to be 
accurate, and where most of our earlier data exploration patterns are found. 
 
Numerical Features 
 

Feature Name Formula Description 

manhattan_km Let: 
dlat = |recipient_lat − sender_lat| 
dlng = |recipient_lng − sender_lng| 
mean_lat = (recipient_lat + sender_lat) / 2 
 
Then: 
manhattan_km = 111 * (dlat + 
cos(mean_lat) * dlng) 
 

Distance between 2 points in a 
grid-style. Useful for simple 
city-block distances where the 
distance traveled correlates more 
with travel time in an urban road 
environment than with a 
straight-line distance. Multiply 
by 111 to convert degrees to 
kilometers. 

haversine_km lat1 = radians(sender_lat) 
 
lng1 = radians(sender_lng) 
 
lat2 = radians(recipient_lat) 
 
lng2 = radians(recipient_lng) 
 
dlat = lat2 - lat1 
 
dlng = lng2 - lng1 
 

Straight line distance between 
sender and recipient. Typically 
captures how far something is 
better than raw coordinate 
differences.  
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a = sin(dlat / 2)^2 + cos(lat1) * cos(lat2) * 
sin(dlng / 2)^2 
 
c = 2 * arcsin(sqrt(a)) 
 
haversine_km = 6371 * c 
 

tortuosity manhattan_km/(haversine_km+10^-6) Ratio of Manhattan distance and 
haversine distance. Measures 
how likely indirect travel is to 
happen, with 1 suggesting a 
straight route, and higher values 
suggesting more detoured 
movement. 

sender_lat_z sender_lat Sender's latitude coordinate, 
scaled and provided directly as a 
feature by the dataset. 

sender_lng_z sender_lng Sender's longitude coordinate, 
scaled and provided directly as a 
feature by the dataset. 

recipient_lat_z recipient_lat Recipient’s latitude coordinate, 
scaled and provided directly as a 
feature by the dataset. 

recipient_lng_z recipient_lng Recipient’s longitude 
coordinate, scaled and provided 
directly as a feature by the 
dataset. 

sender_lat_r3 round(sender_lat,3) Sender latitude rounded to 3 
decimals. Combines nearby 
restaurants into the same area, 
boosting generalization and 
reducing overfitting. 

sender_lng_r3 round(sender_lng,3) Sender longitude rounded to 3 
decimals. Combines nearby 
restaurants into the same area, 
boosting generalization and 
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reducing overfitting. 

flat recipient_lat-sender_lat Difference in the latitude of 
sender and recipient.  

dlng recipient_lng-sender_lng Difference in the longitude of 
sender and recipient.  

bearing_rad Arctan 2(dlng,dlat) Angle(in radians) from sender to 
recipient. 

Table 4: Numerical features related to geography. 
 
Table 4 displays the features that are based upon the distance from the sender to the recipient, which is 
important to the delivery process because the longer an order is, the longer time we would expect it to 
take, so by using both the spatial distance and temporal time, we can figure out if an order is late or not. 
Let LAT=|sender_lat - recipient_lat| and LNG=|sender_lng - recipient_lng for simplicity in explaining 
how the features are calculated. 
 

Feature Name Formula Description 

minute minute(t) Minute-of-hour for the order 
creation time(0-59). 

dow_sin sin(2π dow/7) Cyclical encoding of the 
day-of-week using sin and cos, 
treating Monday and Sunday as 
neighbors, which prevents the 
model from interpreting the 
day-of-week as a linear scale 

dow_cos cos(2π dow/7) 

hour_sin sin(2π hour/24) Cyclical encoding of the hour, so 
23:00 and 00:00 are neighbors. 

hour_cos cos(2π hour/24) 

is_weekend 1 if dow=5,6 Binary indicator for weekend 
orders. Weekends can have 
different behavior. Given by the 
dataset. 

is_rush 1 if  hours=11, 12, 13, 17, 18, 
19, else 0 

Binary indicator if the order was 
created during a rush hour. Rush 
hours show larger imbalances in 
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orders per courier, increasing the 
likelihood of late orders. 

is_prebook is_prebook Binary indicator for whether an 
order is prebooked. Prebooked 
orders follow a different 
dispatch rule, so they should be 
modeled differently, with the 
rule specified directly in the 
dataset. 

eta_minutes (estimate_arrived_time-t)/60 The difference between the 
order creation time and the 
estimated arrival time. 
Essentially, the number of 
minutes Meituan promises to 
deliver the order. 

Table 5: Numerical features related to time. 
 
The following features are temporal. These are used to determine whether the estimated arrival time is 
sufficient for the delivery to be completed. These features are necessary since the longer an order takes, 
the greater the variability of the order increases, making other factors have a larger impact on the overall 
delivery process. Another essential feature used is to make the date of the week and the hour of order 
cyclical, since time is not linear; this would allow hours 0 and 23 to be connected. Let 
t=platform_order_time, which is given from all_waybill_info_meituan_0322.csv. 
 

Feature Name Formula Description 

dist_x_rush Haversine_km * is_rush Let the model treat distance 
differently during peak demand; 
longer distances may be 
especially risky during rush 
hours. 

dist_x_eta Haversine_km * eta_minutes The interaction between how far 
an order is and how much time 
is allotted. Can help capture if 
the system has larger ETAs for 
longer trips (or fails to). 

eta_per_km eta_minutes/(haversine_km + Measure of time allocated per 
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10^-6) distance. A higher value means 
the platform allocates more time 
per km, reducing the risk of late 
delivery. 

log_dist log(1+haversine_km) Stabilizes the variance by 
reducing the size of outliers. 

log_eta log(1+eta_minutes) Stabilizes the variance of the 
estimated arrival time by 
reducing the number of very late 
orders. 

req_speed_kmph haversine_km/[(eta_minutes/60)
+10^-6] 

Required speed to meet the 
estimated arrival time. A higher 
value implies a greater chance of 
being late. 

Table 6: Numerical features related to speed. 
 
The following features combine temporal and spatial information to yield more relevant features for 
predicting lateness. By combining temporal and spatial, we get the order's speed, as well as the required 
speed to hit for the order to be obtained. Features such as eta_per_km and req_speed_kmph both provide 
thresholds that can be compared with other late or on-time orders to predict an order's lateness.  
 

Feature Name Formula Description 

supply_hour_norm supply_hour_norm(hour) Normalized count of orders per 
active couriers during that hour. 
Same equation as used in Figure 
3. A low value can increase 
assignment delays and increase 
lateness. 

orders_hour #{orders|order.hour = hour} Total number of orders created 
during the same hour. 

active_couriers_hour #{unique 
couriers|couriers.hour=hour} 

Number of active couriers 
during a specific hour 

orders_per_courier_hour order _hour/ 
(active_couriers_hour+10^-6) 

The number of orders per 
courier reflects an imbalance in 
workload. A higher ratio implies 
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a higher risk of lateness. 

orders_cluster_hour #{orders|order.cluster = cluster, 
order.hour = hour} 

Number of orders in the same 
spatial cluster and hour. 
Captures local surge effects: one 
area can be overloaded even if 
the citywide average is stable. 

log_orders_hour log(1+order_hour) Smooths extreme peaks and 
helps models learn relative 
rather than absolute demand 
differences. 

log_orders_cluster_hour log(1+order_cluster_hour) Dampens the effect of extreme 
hotspots so the model 
generalizes better. 

log_orders_per_courier_hour log(1+orders_per_courier_hour) Same smoothing idea for 
workload, preventing outlier 
hours from dominating. 

eta_cluster_hour_mean mean(eta_minutes) in that 
cluster 

Mean estimated minutes within 
a single cluster. Represents the 
typical promised time budget. 

eta_cluster_hour_std std(eta_minutes) in that cluster Standard deviation of 
eta_minutes within the same 
cluster. Measures 
variability/uncertainty in 
promise windows, with higher 
variability indicating unstable 
conditions. 

eta_z_cluster_hour eta_minutes-eta_cluster_hour_m
ean)/(eta_cluster_hour_std+10^-
6) 

A comparison of how much time 
is allotted to an order compared 
to others at the same time. 
Negative z-scores mean 
unusually tight ETAs. 

Table 7: Numerical features related to early data exploration. 
 
Table 7 displays features that are derived from previous data exploration and analysis. They are mostly 
related to the number of something during a particular hour or the use of clustering. These features are 
essential because they provide averages that help the models identify similarities among samples. 
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MODELS 
 
Logistic Regression 
The first model being tested was logistic regression as a baseline. Logistic regression is a method used to 
analyze binary outcomes, using both continuous and categorical predictors12. This method is especially 
relevant to this paper, as the features are both constant and categorical, and the result is also binary. 
Furthermore, logistic regression has simpler hyperparameter tuning, only values that affect its 
regularization, and sometimes it might not even be necessary to tune. In smaller datasets, changing 
parameters can be unstable and exhibit high variability, often picking extreme endpoints13. However, for 
this paper, tuning will be used to compare different models. 
 
The tuning parameters for logistic regression include C value, penalty, solver, class weight, and max 
iterations. C is the inverse regularization strength, which is used to prevent overfitting; a larger C yields 
weaker regularization, leading to a more complex model that is at higher risk of overfitting. Penalty is 
used in order to avoid overfitting. Solver is the optimization algorithm being used. Class weight is used if 
the data is imbalanced; in this case, there are many more on-time orders than late orders. Lastly, max 
iterations is the maximum number of optimization steps, which is not too relevant unless the model hits 
the maximum iteration value and gives up early14. 
 

Parameter Range 

C 0.1, 1, 10 

Penalty L1, L2, Elastinet 

Solver Lbfgs, saga, sag, liblinear 

Class weight None, Balanced 

Max iterations 100, 500, 1000, 2000 

Table 8: Parameters for logistic regression and their ranges that will be tuned. 
 
The final results of hyperparameter tuning were C=1, penalty=L2, Solver=Lbfgs, Class weight=balanced, 
Max iterations=100. The tuning was optimized for the best ROC-AUC score, with 0.5 indicating random 
guessing. In Table 9, the final ROC-AUC score is 0.622, which is relatively low; the issue may be due to 
underfitting. The difference between the test ROC-AUC and the training ROC-AUC is only 0.001, 
indicating that the parameters have been tuned too heavily to prevent overfitting rather than to optimize 
the ROC-AUC score. Comparing the accuracy, precision, recall, and F1, it is obvious that the model does 
not overfit, but actually underfits because we would expect a regular model to have a slight increase in 
accuracy using training data instead of the test data.  
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Model Logistic Regression (C=1.0, penalty=l2, 
solver=lbfgs, class_weight=balanced, 
max_iter=100) 
 
 

Train Accuracy  0.589 

Train Precision 0.904 

Train Recall 0.590 

Train F1 0.713 

Train ROC-AUC 0.623 

Test Accuracy  0.588 

Test Precision 0.903 

Test Recall 0.589 

Test F1 0.713 

Test ROC-AUC 0.622 

Table 9: Best iteration of parameters and the results from testing the model. 
 
Figure 9 displays a confusion matrix for how the model guessed on the testing data. A confusion matrix 
serves as a scorecard for a classifier, showing how many predictions fell into each category. In the table, 
there are true positives (1,1) and true negatives (0,0); false positives (1,0); and false negatives (0,1). Using 
this data, we can calculate the accuracy, precision, recall, and F1 score of the model15. As seen in Table 9, 
the accuracy and precision scores were lower than the others, indicating that the number of true positives 
was a bit lower than expected. This inaccuracy is highlighted in Figure 9, where the number of false 
negatives is only 20,000 fewer than the number of true positives. This difference indicates that the model 
predicts negative too often on positive orders, showing a bias towards late orders. 
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Figure 10: Confusion matrix for logistic regression testing. 
 
The next step in logistic regression was to determine feature importance for the model. Using feature 
importance, we can identify which features have the most significant impact on the model's log-odds. A 
larger coefficient indicates the feature is more positively or negatively related to the outcome on the 
model’s link scale, with positive values indicating it makes the result more positive and negative values 
doing the opposite16. Table 10 shows that the important features include the Manhattan distance, the hour 
0, and the sender's longitude. Positive coefficients mean it drives the result toward on time, while negative 
coefficients make the result later. Manhattan distance, which makes orders later, is most likely due to the 
increased variability of orders that are further away—it is harder to determine whether an order will arrive 
on time if it is farther away. Furthermore, an order at hour 0 being more on time could be due to low order 
volume, making it highly likely to arrive on time. 
 

Feature Coefficient 

manhattan_km 
 

-0.356166 
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hour_0   0.235690 

hour_17 -0.209709 

log_eta 0.182489 

hour_6 -0.171900 

hour_2 -0.171311 

hour_13 0.162655 

is_prebook -0.159601 

haversine_km -0.156990 

log_orders_per_courier_hour -0.137063 

Table 10: Top 10 most important features and their coefficients 
 
The last step in logistic regression is variable selection, as including too many variables can lead to issues 
and unbalanced results. Variable selection, while not unique to logistic regression, is more impactful as 
more variables are beneficial for other methods, such as random forest and XGBoost17. The best 
combinations of features given was manhattan_km, log_eta, hour_sin, sender_lng_r3, dow, orders_hour, 
is_prebook, sender_lat_r3, log_orders_hour, log_dist, req_speed_kmph, eta_minutes, haversine_km, 
recipient_lng_z, dist_x_eta. The best combination of variables includes many eta variables, which means 
they have a big impact on order lateness, which makes sense because it is based on Meituan's own 
prediction system. While variable selection should improve the ROC-AUC score, it actually decreased to 
0.620, indicating that most variables were important. This theory is supported by the underfitting of the 
original model, meaning the duplicity of the variables had little impact on the model.  
 
In conclusion, we use logistic as a baseline for the later prediction methods. The following methods, 
XGBoost and random forest, should perform better. That being said, without proper and thorough variable 
creation, there was little chance that logistic regression would achieve a good ROC-AUC score, primarily 
since the hyperparameter tuning focused too much on preventing overfitting. 
 
Random Forest 
 
Random Forest is another type of machine learning model. In this model, there are decision trees, each of 
which makes a prediction, and the forest takes the majority vote. These trees are intentionally made 
different through their features and data to reduce error by increasing variability between trees. Some of 
the model parameters include n-estimators, max depth, minimum sample split, minimum samples leaf, 
max features, and class weight. N-estimators is the number of trees; more lead to less variability in 
responses, but also increase runtime. Max depth is the maximum depth of each tree; deeper trees are used 
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to fit more complex problems, but this can lead to overfitting. Minimum sample split is the number of 
samples required to split a tree; larger values make trees less eager to split. The minimum sample leaf is 
the minimum number of samples in a leaf; larger values prevent tiny leaves that might cause outliers. Max 
features is the number of features randomly considered at each split; smaller values increase diversity but 
can lead to weaker trees, whereas larger values improve trees but reduce diversity and slow training. Class 
weight is the same as logistic regression and is used to balance the data if there is a difference between the 
number of positive and negative values18. 
 

Parameter Range 

N-estimators 200, 400, 600, 800 

Max Depth None, 2, 4, 6 

Minimum Sample Split 2, 5, 10 

Minimum Samples Leaf 2, 5, 10 

Max Features 0.5, 1.0 

Class Weight None, Balanced 

Table 11: Random Forest parameters and their tuning ranges. 
 
Tuning the random forest took much more effort than logistic regression, so instead of running every 
parameter iteration, we used 3-fold cross-validation with 30 random iterations for each. The range of 
some values also had to be narrowed due to time constraints, as each parameter iteration took over 20 
minutes to run. For example, n-estimators could have been improved by adding more values, and both 
minimum sample leaf and split could have had more values, such as 25.  
 
After tuning, the best parameters were found as shown in Table 12. There was a significant difference 
between the results for random forest shown in Table 12 and the logistic regression’s results in Table 9. 
However, there is evident overfitting with the train scores being significantly higher than the test scores, 
which could be caused by the low minimum sample split and minimum sample leaf—two 
hyperparameters used to prevent overfitting. Overall, the ROC-AUC score was much higher than that of 
logistic regression, as expected, since random forest is a much better model. That being said, the 
difference between them is still not significant, which could be due to poor feature engineering. Looking 
at the individual metrics, the accuracy is also relatively low. Precision is also rather low due to the 
enormous number of false positives predicted. The main issue with this model is that it predicts too many 
on time, even though some are actually late. A difference between the matrix for logistic regression and 
the matrix for random forest is that, instead of false negatives being high, false positives were much 
larger, which affected the model's precision. 
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Model Random Forest (n_estimators=400, 
min_samples_split=10, min_samples_leaf=10, 
max_features=0.5, max_depth=None, 
class_weight=balanced) 

Train Accuracy  0.963 

Train Precision 0.988 

Train Recall 0.968 

Train F1 0.978 

Train ROC-AUC 0.988 

Test Accuracy  0.836 

Test Precision 0.877 

Test Recall 0.944 

Test F1 0.909 

Test ROC-AUC 0.665 

Table 12: Best iteration of parameters and the results from testing the model. Results are better than 
logistic regression. 
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Figure 11: Confusion matrix for Random Forest testing.  
 
The next step is to examine the variable importance of the random forest to determine which features are 
most important. A positive change in AUC indicates that the feature is essential and that the model relies 
on it. Near-zero means the feature contributes little to the model, so that the model can ignore it. A 
negative change in AUC indicates the feature does nothing and may harm the model by causing 
overfitting. As seen in Table 13, only Manhattan distance, estimated minutes, and the log of estimated 
minutes are adding to the AUC. While dropping the features with the largest negative impact on AUC 
might help with overfitting, the larger issue is with the features, so redoing the model with fewer features 
might help with overfitting but also harm the ROC-AUC score. 
 

Feature Mean Change in AUC 

manhattan_km 0.029309 

log_eta 0.008721 
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eta_minutes 0.008614 

log_orders_cluster_hour 0.000000 

orders_cluster_hour 0.000000 

eta_cluster_hour_mean 0.000000 

eta_cluster_hour_std 0.000000 

eta_z_cluster_hour 0.000000 

eta_ch_z 0.000000 

eta_ch_mean 0.000000 

cluster_ohe_0 0.000000 

eta_ch_std 0.000000 

is_rush -0.000117 

is_weekend -0.000392 

eta_per_km -0.001383 

is_prebook -0.001447 

active_couriers_hour -0.001493 

log_orders_hour -0.001602 

supply_hour_norm -0.001638 

orders_hour -0.001701 

dow_sin -0.002020 

log_dist -0.002779 

haversine_km -0.002822 

hour_cos -0.003179 

cluster_ohe_1 -0.003576 
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orders_per_courier_hour -0.003803 

dow_cos -0.003856 

req_speed_kmph -0.003930 

log_orders_per_courier_hour -0.003948 

Table 13: Most important features and their change in AUC. 
 
In conclusion, Random Forest had a much higher ROC-AUC score than logistic regression. However, 
overfitting was a much greater issue in Random Forest, due to the limited range of hyperparameter tuning. 
While this issue could be resolved through further tuning, due to time constraints, it would not be too 
impactful. Furthermore, looking at variable importance, many features are contributing to overfitting. 
Still, there are some similarities between the most impactful features in logistic regression and in Random 
Forest. 
 
XGBoost 
 
The last model is XGBoost, or eXtreme Gradient Boosting. The basis of XGBoost is that it creates trees, 
just like random forest; however, the difference is that XGBoost uses the mistakes of previous trees to 
improve them continuously. The final result is the sum of all the regression trees. XGBoost also avoids 
overfitting by cutting overly complex trees through parameters19. 
 
In this paper, the parameters we are focusing on are n-estimators, max depth, learning rate, regularization 
alpha, and regularization lambda. N-estimators is the number of boosting rounds or the number of trees 
summed. With more n-estimators, the model would be better trained, but it might lead to overfitting and 
longer runtimes, similar to random forest. However, lower n-estimators might lead to an inaccurate 
model, increasing the risk of underfitting. Max depth, similar to random forest, is how complex each tree 
can get, with deeper models risking overfitting and more shallow models potentially underfitting or less 
accurate. The learning rate (eta) determines how much XGBoost shrinks each new tree, thereby reducing 
the influence of a single tree. A lower learning rate requires more trees but helps prevent overfitting, 
while a higher learning rate is faster but can cause overfitting. Regularization parameters alpha and 
lambda are used to avoid overfitting as penalties. Lambda is similar to an L2 penalty on each leaf weight, 
and alpha is like a L1 penalty, which sometimes pushes leaf weights towards 020. 
 

Parameter Range 

N-estimators 200, 300, 400, 500, 600 

Max Depth 6, 8, 10 

Learning Rate 0.025, 0.05, 0.075 
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Regularization Alpha 0, 0.5, 1 

Regularization Lambda 0.5, 1, 1.5 

Table 14: XGBoost parameters and their tuning ranges. 
 
After hyperparameter tuning over a larger number of iterations, Table 15 shows an improvement over the 
other two models. While there is still evidence of overfitting, as indicated by the difference between the 
test and train values, the overall model accuracy has improved. This improvement was expected, as 
XGBoost is, on average, a better method than logistic regression or random forest. However, similar to 
random forest, XGBoost's accuracy is much lower than the rest of the results. Furthermore, the recall 
score is also relatively low. However, the better individual accuracy and recall scores of random forest can 
be attributed to overfitting, so XGBoost actually has a better overall ROC-AUC score.  
 

Model XGBoost (n_estimators=400, max_depth=8, 
learning_rate=0.05, reg_alpha=0.5, 
reg_lambda=1.5) 

Train Accuracy  0.659 

Train Precision 0.951 

Train Recall 0.642 

Train F1 0.766 

Train ROC-AUC 0.787 

Test Accuracy  0.618 

Test Precision 0.916 

Test Recall 0.618 

Test F1 0.738 

Test ROC-AUC 0.676 

Table 15: Best iteration of parameters and the results from testing the model. Results are better than both 
logistic regression and Random Forest. 
 
Looking at Figure 11, it is evident that there is once again a large amount of false negatives, which affects 
the accuracy. However, the number of true negatives was much higher than for the other two models, 
which contributes to the overall better ROC-AUC score. 
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Figure 12: Confusion matrix for XGBoost testing.  
 
Most of the features used in XGBoost are essential to the model, as most have positive values, with none 
negative. The number of positive features indicates that XGBoost uses the features more effectively, 
which would explain the higher ROC-AUC score21. There are also similarities between the important 
features of XGBoost and those of the other models. All the models list Manhattan distance, estimated 
time, and the log of estimated time as important features. A difference, however, is that whether an order 
is pre-booked or not is used more in XGBoost. Another important difference is that each individual hour 
plays a greater role in XGBoost, as some hours determine whether an order is on time. Similar to Logistic 
Regression, hour 13 is also used to indicate on-time orders. 
 

Feature Gain 

is_prebook 0.0537 

log_eta 0.0441 
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manhattan_km 0.0386 

eta_minutes 0.0367 

orders_per_courier_hour 0.0272 

hour_13 0.0231 

dow_0 0.0228 

recipient_lat_z 0.0217 

sender_lat_z 0.0213 

hour_12 0.0195 

log_orders_per_courier_hour 0.0192 

hour_8 0.0191 

sender_lat_r3 0.0189 

hour_6 0.0188 

dow_6 0.0181 

hour_sin 0.0176 

sender_lng_z 0.0172 

sender_lng_r3 0.0170 

hour_cos 0.0167 

supply_hour_norm 0.0166 

hour_17 0.0163 

is_weekend 0.0158 

orders_hour 0.0158 

active_couriers_hour 0.0154 

hour_10 0.0150 
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recipient_lng_z 0.0147 

hour_23 0.0144 

hour_16 0.0138 

dow_cos 0.0137 

hour_2 0.0134 

Table 16: Top 30 most important features and their gain. 
 
Looking at the SHapley Additive exPlanations(SHAP), we can figure out which values push the model 
towards which prediction and how strongly. SHAP can help turn a black box model into something more 
interpretable and can help confirm our earlier predictions on which features make orders more likely to be 
late or on time. By giving positive and negative values, SHAP shows direction in both which features pull 
the prediction, in which direction, and by how much22. A positive SHAP value indicates it pushes the 
model towards predicting true, or on time, while a negative SHAP value pushes it towards predicting late. 
The red and blue dots highlight how relevant the feature is in prediction. In Figure 13, it is evident that 
most SHAP values for features are mixed. This means more features do affect model prediction heavily, 
but only for certain scenarios. For Manhattan distance, it is important for the model to predict that the 
order will be late. The opposite is true for estimated minutes, where a longer estimated delivery time 
predicts the order will be more on time. Whether an order is prebooked is very particular because it is 
either 1 or 0. The spread of its SHAP value indicates that if the order is prebooked, the model pushes it 
away from an on-time delivery. However, rather than prebooked orders causing lateness, the model just 
associates prebooked orders with a lower likelihood of being on time. A more even spread would be 
orders per courier or the supply demand of the couriers. The interpretation of its SHAP score is that the 
more orders there are per courier, the more likely the order will be late, which is expected when demand 
exceeds supply. 
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Figure 13: SHAP values for most impactful features. 
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Lastly, we will look at a few features and their partial dependency plots to figure out if increasing the 
values of certain features affects the lateness or on-time delivery of an order. Partial dependency plots 
complement SHAP analysis by allowing the visualization of the average relationship of selected features 
and the model's prediction of on-time or late. However, partial dependency plots are primarily designed to 
describe the prediction functions of a model, so the results should be interpreted as model-learned 
correlations, not real-life causations23. Looking at the partial dependency plot, as the Manhattan distance 
and orders per courier increase, the model's predictability of the order being on time decreases. While this 
plot only shows a correlation, the model created for more accurate predictions, this connection can be 
seen in real life as an increase of variability in the order if it's far away from the distance, and a supply 
exceeding demand for the orders per courier. The opposite relation is true for the estimated minutes the 
order will take. This relationship can also be explained by the fact that if an order is given a longer time 
frame to be delivered, the order is more likely to be on time. As prebooked, it shows that the model 
correlates an order being prebooked with being more likely to be late than a non-prebooked order. 
 

 
Figure 14: The dependency plots for manhattan_km, eta_minutes, orders_per_courier_hour, and 
is_prebook. 
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In conclusion, XGBoost performed best among all models, with the highest ROC-AUC score and only a 
small amount of overfitting. Improving the parameter ranges could not have affected the ROC-AUC score 
or overfitting much, as they all had sufficient ranges to test. An improvement could be to the features. A 
difference in feature use is whether an order was pre-booked, which could indicate that the lower 
ROC-AUC in other models may be due to lower feature use. Also, using a SHAP and partial dependency 
plot, we found how the model uses manhattan_km, eta_minutes, orders_per_courier_hour, and 
is_prebook. 
 
The ethical considerations of having the participants' locations in the study have already been addressed, 
as the latitude and longitude have all been shifted. Furthermore, the IDs of all couriers and deliveries are 
anonymous and used solely to distinguish between orders and couriers, so they do not pose any ethical 
issues. 
 
Circularity and ETA-Derived Feature Test 
 
With Meituan giving its own estimated arrival time models might overly rely on Meituan’s own system to 
calculate if an order is late or on time. Although the models might not encounter circularity due to the 
removal of arrival time as a feature, the models still might be confused by the ETA times from Meituan. 
Circularity is often associated with a higher model accuracy due to the prediction task of the model 
partially built from information already given23. However, the models do not truly have circularity that 
would improve their accuracy due to not having access to both the estimated arrival time and true arrival 
time; instead, this circularity might hinder the models' performance due to confusion of prediction times. 
 
To test this hypothesis, we create an XGBoost model that has no eta features to compare it with the 
original model that includes all features. Since XGBoost had the highest ROC-AUC score, it was selected 
to test whether the circularity was affecting the models. This avoids repeating the same tests for weaker 
models while focusing most on the strongest model for interpretation.  
 
Keeping all the code relatively similar, we first perform hyperparameter tuning for the model using the 
same ranges as shown in Table 14. As seen in Table 17, the model has a much better ROC-AUC score, 
improving by almost 0.02. While the precision and F1 score have both decreased, this change can be 
attributed to the circularity increasing the model's usual ability to reject false positives. Therefore, the no 
eta model may have better accuracy across different thresholds but weaker threshold-specific 
categorization.  
 
The train-test comparison shows that there is evidence of overfitting. The differences in accuracy, recall, 
and ROC-AUC suggest that the model learned patterns from the training data that did not fully generalize 
to the test data. Still, the improvement in ROC-AUC compared to the model that did not have ETA values 
highlights how unnecessary those features were in improving model accuracy. 
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Model XGBoost (n_estimators=500, max_depth=10, 
learning_rate=0.025, reg_alpha=0.0, 
reg_lambda=1.5) 

Train Accuracy  0.711 

Train Precision 0.324 

Train Recall 0.853 

Train F1 0.470 

Train ROC-AUC 0.857 

Test Accuracy  0.643 

Test Precision 0.236 

Test Recall 0.616 

Test F1 0.341 

Test ROC-AUC 0.691 

Table 17: Results from hyperparameter tuning for the non-circularity XGBoost model 
 
Looking at Figure 15, there is considerable improvement in true negative performance, but a decrease in 
true positive and false negative, and a significant increase in false positives. This increase is the cause of 
the low F1 and precision scores. 
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Figure 15: Confusion matrix for XGBoost that has no ETA features. 
 
Lastly, looking at the individual features in Table 16, it is obvious that the important features have 
changed significantly. Firstly, the model no longer relies on ETA features, which is what we wanted. 
Secondly, the model shifted its importance to the spatial-temporal features such as orders_hour and 
manhattan_km. These variables, although not specifically made to predict if an order is late or not, help 
the model find patterns to increase its prediction accuracy. This suggests that without ETA information, 
the model relies more directly on finding patterns between the distance, hour prebook status, and 
geographic location to predict lateness, which avoids the issue of circularity. 
 

orders_hour 0.0582 

manhattan_km 0.0481 

is_prebook 0.0383 

recipient_lat_z 0.0366 
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supply_hour_norm 0.031 

sender_lat_r3 0.0308 

sender_lng_r3 0.0278 

hour_sin 0.0275 

hour_cos 0.026 

orders_per_courier_hour 0.026 

is_weekend 0.0249 

hour_8 0.0246 

dow_6 0.0235 

hour_13 0.0227 

log_dist 0.0227 

hour_2 0.0226 

recipient_lng_z 0.0219 

hour_9 0.0203 

dlat 0.02 

hour_17 0.0199 

hour_10 0.0198 

dist_x_rush 0.0197 

dow_cos 0.0196 

bearing_rad 0.0193 

dlng 0.0191 

hour_15 0.019 

hour_1 0.0189 

hour_7 0.0189 

dow_sin 0.0187 

hour_23 0.0187 
Table 18: Top 30 features for the no-ETA XGBoost model 
 
Overall, removing all ETA features had an impact on the model's performance by removing the circularity 
of the model through avoiding confusion with Meituan’s own prediction time. This improvement makes it 
evident that the circularity present hinders instead of overfitting the model, and if repeated for the logistic 
regression and random forests, the models would have less overfitting and better performance. 
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RESULTS AND DISCUSSION 
 
In this paper, we examined different aspects of the delivery process, including spatial and temporal 
hotspots, and used predictive models to determine whether an order would arrive on time. Within the 
delivery process, there are different time gaps between segments, starting with the order being created, 
being quickly pushed into the system, and then being delivered by the courier. Through time 
segmentation, we found that the main difference between prebooked and non-prebooked orders is the time 
to dispatch an order to a courier, indicating that Meituan's matching system waits to assign prebooked 
orders to a courier. Furthermore, by looking at hourly averages for an aspect of the delivery process, it is 
evident that there are rush hours when the majority of orders are created, such as the huge lunch rush (11, 
12, 13) and the smaller dinner rush (17, 18, 19). These rush hours are also measurable in the increase in 
the number of orders, a minor increase in couriers, an increase in average delivery time, and a decrease in 
average order earliness. 
 
The following findings include the spatial aspects of the delivery process. Using Uber's H3 hexagonal 
structure, we determined that a large percentage of orders came from two hexagons near the center of the 
map, most likely the city center, and as we moved farther from the center, orders became increasingly 
scarce. Not only were the number of orders coming from these hot spots, but as expected, a large number 
of senders and recipients were also in these zones. Using hexagon clustering, we split the hexagons into 
four clusters. Cluster 0 had the majority of hexagons, but had the least amount of orders, senders, and 
recipients. Cluster 1 and Cluster 2 both had a relatively similar number of orders, senders, and recipients, 
but Cluster 1 had many more, with a higher increase during rush hours. Lastly, Cluster 3 contains only 
two hexagons. Still, those hexagons are the two hot zones, meaning each hexagon has the largest amount 
of orders, with another high increase in orders during rush hours. 
 
Lastly, using all the early data exploration, we created some simple features for machine learning through 
logistic regression, random forest, and XGBoost. We determined model accuracy based on the ROC-AUC 
score on the test data. While the relative scores were low (logistic regression: 0.622, random forest: 0.665, 
XGBoost: 0.676), this can mainly be attributed to poor variable selection and the engineering process. 
There were also problems with the fit of each model: logistic regression showed major underfitting, while 
random forest and XGBoost both overfit. Hyperparameter tuning can explain the models' fit. Logistic 
regression underfitting is due to the primary purpose of the parameters: preventing overfitting. Both 
XGBoost and random forest’s hyperparameter tuning was mainly for optimizing the ROC-AUC score. 
Still, random forest might have suffered from significant overfitting because the parameter range was 
relatively narrow due to time constraints and computer capabilities.  
 
After hyperparameter tuning, the next step was determining feature importance. There was a trend across 
all models: Manhattan distance was one of the most important features, which can be explained by greater 
distance leading to more variability and a higher chance of an order being late. Other important features 
include the estimated arrival time and the log of the estimated arrival time, which also contributed as 
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important features to the models. However, a main issue with the features was their uselessness, 
especially in random forest. Most of the feature importance values in the random forest were negative or 
near zero, with only a few positive. This low number of positive features can help explain why the model 
performed so poorly, and, since the variables are uniform, can also help explain why other models did not 
perform as well. In XGBoost, the features were not much better, but there were many near-zero values 
and no negative values. 
 
Some implications of the findings are that poor model accuracy is not just a model problem but a system 
issue. Some important features included the estimated arrival time, which was Meituan’s own system, 
created, and which they, in turn, have only an 83% correctness rate. This reliance on Meituan’s own ETA 
prediction caused circularity in the model, which was proven by the increase in ROC-AUC score by 
removing all ETA features. This circularity was also causing overfitting in the models, which, when 
removed, all ETA variables, decreased the difference in test and train ROC-AUC score for all ETA 
variables. Our early data analysis shows that when demand outpaces growth, improving estimated arrival 
times can be helpful, but it also requires more couriers to improve future prediction. Another finding is 
that prebook orders follow a different dispatch policy, suggesting that Meituan’s system intentionally 
holds them back. This delay matters because Meituan does not want orders to arrive too early, but also 
differentiates how the models should predict orders: by treating prebooked and non-prebooked orders 
differently. Lastly, the hexagonal clustering with hotspots suggests that demand is highly concentrated, 
especially in large cities. This clustering suggests an uneven load, which could cause estimated arrival 
time delays or bias. 
 
 
APPLICATION 
 
Some practical significance from this study includes what Meituan should do. To start, improving 
Meituan’s own prediction model would be important. This improvement could come from focusing on 
specific hotspots or rush hours, where most orders are executed, rather than improving the overall model. 
Other suggestions include focusing on operational metrics beyond the basic temporal and spatial metrics. 
For example, using orders-per-courier by hour, Meituan could adjust dispatch incentives or reposition 
couriers to improve the overall efficiency of the food delivery process. By improving the prediction 
model, Meituan’s customers can rely more heavily on the initial estimated arrival time, rather than on 
dynamic time changes that could lead to more delays and lower customer satisfaction. 
 
This paper has also filled in some gaps in the existing literature. In this paper, there is a connection 
between the features and the actual delivery process. Many papers treat the delivery prediction process as 
purely machine learning, whereas this paper explains how the prediction is tied to the process and how the 
system works. There is a gap in understanding: even though many models were tested, the ROC-AUC 
score remained moderate, indicating that understanding the actual process and good feature design are 
essential for improving the algorithm’s performance. Furthermore, by using segmentation, this paper 
explained the different procedures of the delivery process rather than focusing solely on total time, 
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thereby further illuminating the importance of understanding the process before using machine learning, 
which might limit the model's strength.  
 
While there was considerable success in understanding the different aspects of the delivery process, from 
hotspots to rush hours and supply-demand imbalances, the hypotheses were only partially supported. 
Some of this is due to the relatively low ROC-AUC score from the three models. This poor score affected 
the results on how much each individual feature affects the delivery process, as the models are not very 
accurate. Furthermore, because the dataset is small, the models might not have been trained enough to 
achieve reasonable accuracy, making it difficult to confirm that the features the model highlights are 
essential. Additionally, Meituan’s own model was not 100% accurate, which limited how accurate any 
subsequent model could be, as the models relied on some features based on Meituan's predicted time. 
However, the score could be improved by better feature engineering, a larger scope of hyperparameters, 
and more data points.  
 
​
LIMITATIONS 
 
These limitations allowed this study to test the hypothesis only partially. A significant factor in the 
model's low scores was the limited data scope. The data only encompassed a single city for a single week. 
This narrow scope limits the ability to reproduce results in similar studies in the field, as some patterns 
may not apply to other cities, time zones, or weather conditions. Furthermore, the features provided were 
limited, as there may be other external factors that have a greater impact on the delivery process, which 
were not obtainable and could also affect it. An example of the dataset's limited scope is its spatial 
features. The longitude and latitude are shifted for anonymity reasons, but this prevents other features, 
such as traffic at the time, weather conditions, or road routing distance, from being used in the machine 
learning modeling. While anonymization protects people, it limits the study's tangible impact and reduces 
transparency into its applicability. Another limitation was Meitaun’s own estimation system for arrival 
time. Features such as eta_minutes, log_eta, and req_speed_kmph are derived from the estimated arrival 
time provided by Meituan. While this predicted time is not always accurate, models treat it as a pure 
predictor without knowing if it is correct, leading to inaccuracies.  
 
Another limitation of this study was due to machine learning errors. While feature engineering is 
important, other aspects of the models could also be improved without changing features. For example, 
the breadth of hyperparameter tuning was relatively low, at times restrictive of the model. This issue was 
mainly caused by insufficient processing power during training, so adding more range to the parameters 
would only increase runtime exponentially while slightly improving model performance. Furthermore, the 
models' low scores are not high enough to draw conclusions about which features are impactful in 
predicting the lateness of an order. 
 
​
FUTURE RESEARCH 
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However, there are future opportunities to improve the research, such as better feature engineering. Better 
features could improve the model's accuracy, enabling an accurate analysis of which features affect an 
order's arrival time. This study provides a foundation for better feature engineering by exploring aspects 
of the delivery process, such as rush hours, hotspots, and hexagonal clustering, that are important for 
feature engineering. This improvement highlights the importance of not only having a strong machine 
learning foundation for models, but also understanding the topic being predicted. With more accurate 
models, the final goal would be to use feature importance to identify the aspects of the delivery process 
that cause lateness and reduce them, ultimately increasing the overall efficiency of delivery. 
 
This study started by understanding the delivery process through temporal aspects and the difference of 
prebooked orders, then found noticeable patterns like rush hours and hexagon clusters, and lastly used the 
previous data exploration to attempt to solve the problem of late orders, by finding which features most 
impacted a model's ability to find late orders. With little success, the Manhattan distance, estimated arrival 
time, and the log of the estimated arrival time all emerged as relevant features. However, Meituan’s own 
estimated arrival time was only 87% accurate, ending the study to discuss whether those features were 
genuinely important.  
 
This study also showed that predicting late orders is difficult, even for Meituans' own system, due to the 
many variables that could affect the process. These variables could be more than what this study 
mentioned. This limitation in the data given and in basic feature engineering led to a definitive 
conclusion. 
 
Furthermore, an order being a few minutes late is not a huge deal—most current models will just 
reestimate delivery times mid-order. However, creating a model that accurately predicts order arrival 
times would set Meituan apart from its competitors. A more accurate order prediction would not only 
satisfy customers more; it could also improve order-matching efficiency and dispatch. 
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