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ABSTRACT 
 
This paper examines the relationship between investor sentiment and stock market volatility using a 
regime-based empirical framework. The analysis draws on 367,665 tweets referencing 101 major global 
stocks over the period January 2017 to December 2018. Sentiment volatility is constructed as the mean 
intra-day standard deviation of tweet-level polarity scores aggregated first at the stock-day level, using 
two measures: an LSTM-based classifier and a TextBlob lexicon-based classifier. Market volatility is 
measured as a 5-day rolling standard deviation of mean absolute daily returns. Pearson correlation tests 
yield no significant linear relationship between sentiment volatility and market volatility for either 
measure (LSTM: r = −0.153, p = 0.097; TextBlob: r = −0.085, p = 0.355). Granger causality tests across 
lags of one to five days similarly find no significant predictive relationship. Regime classification based 
on the 90th percentile of market volatility produces 12 stress-regime and 107 normal-regime daily 
observations. Mann-Whitney tests confirm the regime partition is statistically valid (U = 0, p = 1.50 × 
10⁻⁸). Within regimes, sentiment volatility is consistently lower during stress periods than normal periods 
for both measures (LSTM: d = −0.42; TextBlob: d = −0.46), suggesting that investor opinion on Twitter 
converges rather than diverges during elevated market volatility, though this difference does not reach 
conventional significance thresholds given the small stress-regime sample. Return differentials between 
high- and low-sentiment days are uniformly non-significant across all horizons and both measures. These 
findings indicate that daily-aggregated Twitter sentiment does not predict market volatility in this sample, 
but the consistent convergence pattern across both sentiment measures during stress regimes represents a 
directionally coherent finding that warrants investigation in larger samples. 
 
 
 

1.​ INTRODUCTION​
 

Emerging markets often exhibit complex dynamics, not only in economic fundamentals but also in the 
behaviour of agents and the psychology of investors. Following the Efficient Markets Hypothesis are the 
traditional asset pricing theories. They essentially suggest that markets reflect information effectively and 
that human beings behave reasonably. However, evidence continues to show numerous anomalies, such as 
long-term value reversal, momentum, and excess volatility, each of which suggests that investor sentiment 
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plays a significant role in influencing movements in financial prices and volatility. Behavioural finance 
provides a significant theoretical foundation for this, indicating that mental biases, behavioural responses, 
emotional factors, and socio-cultural factors have implications for how investors perceive and adjust to 
changing information flows. 

​
Barberis, Shleifer, and Vishny (1998) had the earliest and the most influential behavioural explanation: 
indeed, the parsimonious investor-sentiment model develops the idea of conservatism bias leading 
under-regulation to isolated news from investors and representativeness bias causing over-reaction to 
sequences of good or bad news from investors as the two possible agreeable and opposite effects, 
respectively, and as in these cases the two effects produce momentum and reversal features in prices. 
According to Prospect Theory–based models, there may be further understanding of market volatility in 
relation to loss aversion, reference dependence, and time-varying risk preferences. Barberis, Huang, and 
Santos (2001) demonstrated that people may continuously evaluate perceived risk in cycles, leading to 
excess volatility, an equity premium, and predictable returns. Shiller (2003) advances this conception 
somewhat by stating that sociological factors, feedback loops, and speculative contagion can drive pricing 
inefficiencies away from fundamental values, especially in times of high uncertainty or during speculative 
bubbles. 

​
According to Tetlock (2007), an adverse news tone emanates from pessimistic news, which triggers 
pressure for stock prices to decline and leads to widespread, recognised belief reversals in the next time 
frame. In this scenario, the temporary mispricing is driven primarily by shifts in sentiment rather than by 
fundamental factors. This negative news sentiment effect was substantiated by Smales (2014), along with 
volatility, and was statistically significant, as volatility should have a greater impact on negative than on 
positive shocks. Because general sentiment dictionaries were found incapable of processing, Loughran 
and McDonald (2011) attempted to compensate with a far more domain-specific financial sentiment 
lexicon, approximating the better future predictive accuracy in terms of volatility, earnings movements, 
and stock market reactions on intuitions from the 10-K filings, extensions, or new facts stated here. 
Altogether, semantically embedded sentiment in the text-communicative environment—news reports, 
corporate disclosure, and financial commentary—constitutes one of the greatest dimensions of its effect 
on volatility, usually in the absence of economic indicators or before their availability. 

​
Due to the exponential growth of various social media platforms, sentiment analysis has shifted its focus 
to high-frequency, real-time data sources. Bollen, Mao, and Zeng (2011) demonstrate that the extracted 
public mood, derived from Tweets, significantly improves predictions of the Dow Jones Industrial 
Average. This "Calm" mood dimension has been most predictive so far of the market's movement. Mittal 
and Goel (2012) demonstrated that sentiment is highly effective at improving the accuracy of stock 
market predictions when combined with historical data from machine learning models. Specifically, more 
recent studies indicate that social media releases sentiment as a highly potent predictor of volatility. 
Deveikyte et al. (2022) report a strong, negative relationship of 0.7 between Twitter sentiment and 
next-day volatility in the FTSE 100 index, dampening fear-driven volatility surges during periods of high 
positive sentiment. Zhao et al. (2025) also find that sentiment from public bar comments about individual 
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stocks correlates with returns and price changes, and that the effect of sentiment varies across market 
stages, lagging in a meaningful way. Mir (2024) demonstrates a strong correlation between social media 
sentiment and volatility patterns in the Indian stock market during the COVID-19 period, suggesting that 
sentiment carries particular predictive relevance during crisis conditions. In essence, these findings not 
only emphasise the upgraded status of social media platforms but also suggest a profound shift in investor 
sentiment within a very short time. 

​
Focus-based models provide another source of evidence for the presence of behavioural influences on 
volatility. This was followed by Da, Engelberg, and Gao (2011)'s creation of a direct sunshine investor 
sentiment measure, which is the Search Volume Index (SVI), hence proving keen attentiveness to spikes 
in searching for stocks through Google for use in predicting both short-term jumps in prices as well as 
long-term reversals. The search volume and subsequent index rise indicated that these investor sentiment 
movement patterns contributed maximally to volatility-inducing patterns, thereby triggering effects or 
behaviours that distorted rational pricing in the market. Perlin et al. (2017) subsequently replicated these 
findings in international studies, which also indicated relationships among predictability and volatility, 
market trading volume, and index returns. That is, if these search-based indicators were introduced into 
in-depth indexed returns, they could predict volatility movements in other markets. 

​
Alongside advances in sentiment measurement, volatility modelling has evolved from classical 
econometric approaches to advanced hybrid machine-learning methodologies. GARCH models have 
remained the basis for modelling time-varying volatility, as formulated by Bollerslev (1986). Yet, 
advances in deep learning techniques address the non-linear and higher-dimensional properties of modern 
financial datasets. Deep learning models developed with different properties remain inferior to those from 
Kim and Won (2018). They proposed an LSTM–GARCH hybrid model that outperforms traditional 
volatility forecasting by better capturing long-term dependencies and nonlinear patterns. Multiple-stage 
models, once built, such as the WT–SAE–LSTM model (Bao et al., 2017) and the VMD–LSTM model 
(Niu et al., 2020), similarly show better predictive accuracy in worldwide markets. Saravanos and 
Kanavos (2025) explained that there is an increase in the efficiency of predictive models for this stock 
index due to the development of features for sentiments and viral spread of tweets with an increase in the 
reach of followers of tweet-posts in addition to licensed Twitter data; however, these additions 
demonstrate that the larger the set of features, the more sparse financial prediction tasks become. In a very 
detailed literature review, Dhingra et al. (2024) found that hybrid econometric machine-learning 
economic models and behavioural sentiment indicators were the best predictors of sentiment, and that 
even micro-study sentiments changed as the strongest trend. 

​
​
 
1.2​  Gaps in the Literature that orients the Study's Context 

​
Despite scholarly work and empirical evidence, several gaps persist in the existing literature. The first gap 
is that the sentiment literature has predominantly used linear predictive frameworks to examine sentiment 

June 2026 
Vol 8. No 1. 

Oxford Journal of Student Scholarship 
www.oxfordjss.org 

213 



Does Investor Sentiment Predict Market Volatility? A Regime-Based Analysis Using Social Media Data 
 
 

effects, so this understanding is based on implicit stability over time and across market conditions. The 
second gap has been a focus on sentiment levels rather than on the dispersion or volatility of sentiment, 
even though several behavioural theories suggest that disagreement and belief heterogeneity would have a 
greater effect on outcomes. The third gap concerns the fact that very few studies have explicitly 
conditioned on sentiment–volatility relationships across market regimes. This leaves us with the question 
of whether the significance of sentiment is inborn in different conditions. 
​
This study addresses these gaps by adopting a structural rather than predictive orientation. The central 
question is not whether sentiment volatility precedes market volatility in a Granger-causal sense, but 
whether sentiment dispersion varies systematically across market regimes defined by the 90th percentile 
of realised volatility, and what consistent directional patterns across measures imply for the informational 
role of sentiment under different market conditions. The analysis employs Pearson correlation, Granger 
causality diagnostics, nonparametric distributional tests, and regime-conditioned return comparisons, 
alongside a direct comparison of LSTM-based and TextBlob-based sentiment measures within the same 
framework. This design enables the study to assess whether conditioning on market regime reveals 
sentiment patterns absent in unconditional analysis, and to evaluate whether two methodologically distinct 
sentiment classifiers produce convergent findings. 
​
​
2.​ DATA AND SENTIMENT CONSTRUCTION 
​
2.1 Data Sources 
​
The empirical analysis draws on a dataset of 367,665 tweets referencing 101 major global stocks, 
spanning January 2, 2017 to December 9, 2018. The stocks covered include large-cap firms across 
multiple sectors and geographies, including Apple, Amazon, Microsoft, Google, JPMorgan, Goldman 
Sachs, Samsung, and Volkswagen, among others. The dataset was sourced from the publicly available 
resource "Tweet Sentiment's Impact on Stock Returns" (Kaggle, thedevastator, 2022), which pairs 
individual tweets referencing specific stocks with pre-computed daily market variables including 1-day, 
2-day, 3-day, and 7-day forward returns, 10-day and 30-day volatility measures, and trading volume. 
Daily stock data embedded in the dataset originate from Yahoo Finance. After aggregation to the 
stock-day level and exclusion of stock-days with fewer than two tweets, the dataset yields 7,051 stock-day 
observations across 195 calendar days, reducing to 119 market-day observations after the application of 
the 5-day rolling volatility window. The raw dataset contains tweets from only 208 distinct calendar dates 
across the full period, rather than every trading day, indicating an activity-driven or event-sampled 
collection methodology. All results should be interpreted as pertaining to this specific sample of trading 
days rather than as characterising the complete 2017 to 2018 period. The LSTM classifier used is a part of 
this dataset and is pre-calculated by the original authors and no information on its architecture is 
available, as acknowledged in the Limitations section. 

​
Given that the data originates from social media and is user-generated, it must be pre-processed. One 
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important consideration is that, when analysing these records, any that contain parsing errors or are 
missing important variables that contribute to the error should be excluded. Hence, filters were applied to 
exclude rows with missing values across the required variables for the calculation. Standardisation of the 
date fields was performed to ensure they were in the required datetime format, including time, enabling 
parameters configured on the dates to support the smooth running of the rolling window calculation and 
series alignment between securities. 
 
2.2​ Sentiment Classification Methods 
​
To produce sentiment measures, it is necessary to employ two different sentiment classification methods: 
a deep learning–based model and a traditional lexicon-based method. This methodology combines the 
strengths of both approaches and facilitates a thorough-going evaluation of state-of-the-art 
sentiment-extraction techniques versus traditional rule-based ones. 

​
The first sentiment measure is an LSTM-based polarity score provided as a pre-computed column 
(lstm_polarity) within the dataset. This score was generated by the dataset's original compilers using an 
LSTM classifier trained for tweet-level polarity classification. Because the score is supplied as a derived 
variable, the specific architecture, training corpus, and validation procedure of the underlying LSTM 
model are not documented in the dataset's public metadata. This represents an acknowledged transparency 
constraint discussed further in Section 4.6. The lstm_polarity score is used as-is without further 
transformation prior to daily aggregation. The two sentiment measures show a statistically significant 
positive correlation in their daily volatility series (Pearson r = 0.374, p < 0.001), indicating meaningful 
agreement in how each measure captures day-to-day variation in sentiment dispersion, while their daily 
mean series are not significantly correlated (r = 0.143, p = 0.120), suggesting they diverge in level but 
converge in dispersion dynamics. 

 
The second method, which is based on sentiment analysis, utilises TextBlob, a widely recognised and 
widely used lexicon-based sentiment analyser. TextBlob provides continuous scores and allows the use of 
a threshold for valency in sentiment analysis. A value above 0 indicates positive sentiment, a value below 
0 indicates negative sentiment, and a value of 0 indicates neutral sentiment. One disadvantage of 
lexicon-based methods, however, is that they employ a word-spotting approach, which may lead to the 
omission of context-specific discourses, such as those in finance. 
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​
The study was not interested in the average sentiment level but in the sentiment fluctuations around the 
average, the methodology known as the rolling standard deviation of daily sentiment scores. This is a 
market sentiment measure expected to reflect the diversification of opinions and the inconsistency of 
investor sentiment over short periods, with societal beliefs driving the dynamics rather than the 
up-and-down moods of individuals. 

​
Sentiment volatility is constructed in two steps. First, for each stock-day observation, the standard 
deviation of all tweet-level polarity scores for that stock on that date is computed, yielding a measure of 
within-stock, within-day opinion dispersion: SV�,ₜ = std({sᵢ : tweet i references stock s on day t}). 
Stock-days with fewer than two tweets are excluded as their standard deviations are undefined. Second, 
these stock-day sentiment volatility values are averaged across all stocks on each calendar day to produce 
a single daily market-level sentiment volatility series: SVₜ = mean({SV�,ₜ : all stocks s with valid 
observations on day t}). This two-step procedure preserves within-stock belief heterogeneity before 
aggregation, avoiding the confounding of cross-stock sentiment differences with within-stock 
disagreement. Higher values of SVₜ indicate that investors are more divided in their views on individual 
stocks within that trading session. This within-day dispersion approach is theoretically grounded in 
behavioural finance models that identify belief heterogeneity as a driver of excess volatility. 

 
Centring the investigation on the fluctuations in emotion reveals a couple of major benefits. Firstly, it 
reduces the need for high precision in sentiment classification, due to wide discrepancies across models 
and text types. Secondly, the approach is more consistent with the underlying theoretical processes, which 
suggest that data divergence and uncertainty are linked to volatility, rather than directly implying that 
sentiment polarity causes a movement in price. 
 
 
 
 
2.4​ Market Variables and Volatility Measures  
​
Market volatility is measured as a 5-day rolling standard deviation of the mean absolute daily return. For 
each calendar day t, the absolute value of the 1-day return is averaged across all stock observations for 
that date, yielding a scalar abs_returnₜ. A rolling standard deviation over a window of 5 days with a 
minimum of 3 observations is then applied: MVₜ = std(abs_returnₜ₋₄, abs_returnₜ₋₃, abs_returnₜ₋₂, 
abs_returnₜ₋₁, abs_returnₜ). This produces a model-free measure of short-term variation in return 
magnitude that does not require parametric distributional assumptions. The dataset also contains 
pre-computed volatility columns (volatility_10d and volatility_30d); the rolling construction above was 
preferred to maintain direct methodological control over the volatility horizon and to ensure alignment 
with the daily sentiment aggregation frequency. 
The 1-day, 2-day, 3-day, and 7-day forward return variables from the dataset are used directly in the 
return-differential analysis of Section 3.4. Days are classified as high- or low-sentiment based on whether 
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their mean daily LSTM or TextBlob polarity falls above or below the sample median for each measure 
respectively (LSTM median = 0.129; TextBlob median = 0.087). This median-split approach is adopted 
because the distribution of mean daily sentiment is strongly right-skewed, with nearly all observations 
positive, making a zero-based positive/negative split methodologically inappropriate for this dataset. 

 
2.5​ Final Analysis Dataset 
​
The final analysis dataset consists of 119 daily observations, each containing a market volatility measure, 
two sentiment volatility measures (LSTM and TextBlob), mean sentiment levels for both measures, and 
four forward return series (1-day, 2-day, 3-day, 7-day). All series are aligned by calendar date. The dataset 
is non-continuous, reflecting the activity-sampled nature of the source data, and should not be treated as a 
complete time series for the January 2017 to December 2018 period. 

 
 

3. ​ METHODOLOGY AND EMPIRICAL FRAMEWORK 
 
This research employs a multi-stage empirical methodology to investigate the linkage between investor 
mood and market unpredictability, accounting for nonlinearity, regime dependence, and the distinction 
between statistical and economic significance. Instead of imposing a priori expectations on the data, the 
method begins by employing straightforward linear diagnostic techniques and proceeds step by step 
through regime-conditioned and distribution-based inference. 
​
3.1​ Baseline Linear Association Tests 
​
As an initial diagnostic step, we examine the contemporaneous linear relationship between sentiment 
volatility and market volatility using Pearson correlation and ordinary least squares (OLS) regression. 
These tests serve as a baseline assessment of whether sentiment volatility explains variation in market 
volatility in a linear and unconditional sense. 
Let  denote realised market volatility and  denote sentiment volatility at time . The baseline 𝑀𝑉

𝑡
𝑆𝑉

𝑡
𝑡

regression is specified as: 
 𝑀𝑉

𝑡
= α + β𝑆𝑉

𝑡
+ ε

𝑡
.

The coefficient captures the average linear association between sentiment volatility and market β
volatility. However, given the heavy-tailed and heteroskedastic nature of financial data, this specification 
is interpreted strictly as a diagnostic tool rather than a structural model. Low explanatory power or 
coefficient insignificance is therefore not treated as a failure of sentiment relevance but as an indication 
that linear dependence may be an inadequate characterisation of the underlying relationship. 
 
Pearson correlation between daily sentiment volatility and market volatility yields negative and 
statistically non-significant coefficients for both measures (LSTM: r = −0.153, p = 0.097; TextBlob: r = 
−0.085, p = 0.355). The negative sign indicates a weak tendency for higher sentiment dispersion to 
coincide with lower market volatility, directionally consistent with the regime-based findings reported in 
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Section 3.3, though the relationship does not reach conventional significance thresholds. These results 
provide no evidence of a positive linear contemporaneous relationship between investor sentiment 
dispersion and market volatility in this sample. 
 
 
3.2​ Market Regime Classification 
​
To account for state dependency, market regimes are established a priori based on realised volatility. The 
"stress" and "normal" regimes are named during the highly volatile and relatively low-volatile periods, 
respectively. This division is based solely on volatility and, therefore, is not connected to the sentiment 
indicator; hence, there is no circular causal relationship. 

​
Regimes are defined using the 90th percentile of the market volatility distribution as the classification 
threshold (threshold value = 0.0078). Observations at or above this value are designated the stress regime; 
all remaining observations are designated the normal regime. This produces 12 stress-regime and 107 
normal-regime daily observations. The 90th-percentile threshold is chosen to isolate genuinely extreme 
market volatility episodes rather than merely above-average ones. A consequence is that the stress 
subsample contains only 12 observations, which substantially limits within-regime statistical power; this 
constraint is discussed in Section 4.6. 
 
This threshold is consistent with approaches used in tail-risk and extreme-event literature, where regime 
classification is intended to capture genuinely exceptional conditions rather than structural shifts in mean 
volatility level. 
 
3.3​ Non-Parametric Regime Comparison 
​
The Mann-Whitney U test strongly rejects the null hypothesis of equal market volatility distributions 
across regimes (U = 0, p = 1.50 × 10⁻⁸), confirming that the regime partition produces statistically distinct 
market conditions. Mean market volatility is 0.0103 in stress-regime days compared to 0.0047 in 
normal-regime days, a ratio of approximately 2.2 times. Sentiment volatility, by contrast, is marginally 
lower in stress regimes than in normal regimes for both measures. Mean intra-day LSTM sentiment 
volatility is 0.853 in normal regimes and 0.824 in stress regimes; TextBlob sentiment volatility is 0.209 in 
normal regimes and 0.200 in stress regimes. Mann-Whitney tests on sentiment volatility across regimes 
are non-significant for both LSTM (U = 813, p = 0.132) and TextBlob (U = 792, p = 0.187). The effect 
sizes, however, are consistent and directionally meaningful: Cohen's d is −0.42 for LSTM and −0.46 for 
TextBlob, both indicating lower sentiment dispersion during stress periods. The negative direction is 
consistent across both methodologically distinct sentiment classifiers, suggesting that investor opinion on 
Twitter tends to converge during periods of elevated market volatility rather than diverge, though the 
sample size of 12 stress-regime observations is insufficient to achieve significance at conventional 
thresholds. 
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3.4 Sentiment Effects Within Regimes 
​
Return differentials are computed by comparing mean forward returns on high-sentiment days against 
low-sentiment days, where high and low are defined by a median split on daily mean sentiment for each 
measure. This approach is adopted because the distribution of daily mean sentiment is strongly 
right-skewed across both measures, rendering a zero-based positive/negative classification uninformative 
for this dataset. 
​
Across the full sample, no return horizon yields a statistically significant differential for either measure. 
For LSTM, differences range from −0.0007 (7-day, d = −0.054) to 0.0011 (2-day, d = 0.160), all with p > 
0.38. For TextBlob, differences range from 0.0005 (7-day, d = 0.040) to 0.0019 (2-day, d = 0.294), all 
with p > 0.52. Within the normal regime (n = 107), results are similarly non-significant across all horizons 
and both measures, with Cohen's d values ranging from −0.175 to 0.291. 
Within the stress regime (n = 12), effect sizes are larger. TextBlob shows Cohen's d of 0.866 at the 1-day 
horizon and 0.876 at the 2-day horizon, with high-sentiment days associated with returns of 0.0031 and 
0.0082 compared to −0.0058 and −0.0039 for low-sentiment days respectively. These effect sizes 
approach a large-effect threshold but do not reach statistical significance (p = 0.165 and p = 0.163), which 
is a direct consequence of the 12-observation stress subsample. These patterns should be interpreted with 
caution and treated as exploratory rather than confirmatory given the severe sample size constraint. 
 
 
3.5​ Granger Causality Analysis 
​
To investigate a possible connection between sentiment volatility and market volatility, Granger causality 
tests are conducted within a vector autoregressive (VAR) system. Granger causality investigates whether 
past values of a variable help predict the future values of another variable (dominantly beyond its own 
past). 

​
The tests are crunched, and the null hypothesis is that lagged sentiment does not increment the predictive 
power of market volatility. Different lag periods are used to increase certainty. The essence of the debate 
remains a test of predictive content, rather than economic or structural causation. 

​
Granger causality tests across lags of one to five days yield no significant results for either sentiment 
measure. For LSTM sentiment volatility, F-statistics range from 1.398 to 2.044 with p-values between 
0.155 and 0.231. The 1-lag LSTM specification produces the lowest p-value (F = 2.044, p = 0.156), 
approaching but not reaching conventional thresholds. For TextBlob sentiment volatility, F-statistics range 
from 0.153 to 0.416 with p-values between 0.696 and 0.837, providing no suggestion of predictive 
content at any lag. These results indicate that lagged sentiment volatility does not contain statistically 
detectable information about future market volatility for either measure at any lag length tested. 

 
3.6​ Statistical Versus Economic Significance  
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Note: High and low sentiment groups are defined by median split on daily mean sentiment for each 
measure (LSTM median = 0.129; TextBlob median = 0.087). A zero-based positive/negative split was not 
used because 95% of daily observations carry positive mean sentiment under both measures, producing 
groups of n = 114 vs n = 5 that are unsuitable for comparison. Sample size is 60 high and 59 low 
observations per measure. No return differential reaches statistical significance at any horizon for either 
measure. 
​
The effect sizes observed in the return differential analysis are uniformly small for LSTM (Cohen's d 
ranging from −0.054 to 0.160 across horizons) and small to moderate for TextBlob at the 2-day horizon (d 
= 0.294). No result in the full-sample analysis approaches the conventional threshold for a large effect (d 
= 0.8). Within the stress regime, TextBlob produces effect sizes of d = 0.866 and d = 0.876 at the 1-day 
and 2-day horizons respectively. These values are conventionally classified as large, but are derived from 
only 12 observations and carry p-values of approximately 0.16. They should not be interpreted as 
evidence of a genuine relationship. 
​
The distinction between statistical and economic significance is relevant throughout this study, but 
operates differently than in large-sample sentiment research. Here, no result achieves statistical 
significance, so the question is not whether a significant result is economically meaningful, but whether 
the directional patterns and effect sizes observed in a small sample are informative despite the absence of 
significance. The answer is cautiously affirmative for the convergence finding in sentiment volatility (d = 
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−0.42 to −0.46), where the consistency of direction and moderate magnitude across two independent 
measures provides some evidential weight even without conventional significance. 
 
 
 
4. RESULTS AND EMPIRICAL FINDINGS  
 
This section provides empirical results for the methodological framework delineated in Section 3. The 
analyses will be presented in a linear manner, starting from linear diagnostics and progressing towards 
regime-based and magnitude-based interpretations. The emphasis throughout is on distinguishing 
statistical significance from economic importance. 
 
First, to examine the contemporaneous linear relationship between sentiment volatility and market 
volatility, a linearity test is conducted using a scatter plot or OLS estimates, which do not reveal any 
linearity.  
 
The estimated slope coefficients are negative and statistically non-significant for both measures, 
consistent with the Pearson results reported in Section 3.1. The absence of a linear relationship 
disconfirms any simple positive association between sentiment dispersion and market volatility, 
motivating the regime-based analysis that follows. 
 
To determine whether the lack of linear association might not be due to lag effects, Granger causality tests 
were performed using various lag specifications. Across all horizons of the examined data, the null 
hypothesis that sentiment volatility cannot Granger-cause market volatility remains unrefuted. The 
different F-statistics and their corresponding p-values were continually beyond established significance 
levels.  
​
These results confirm that sentiment volatility does not carry detectable predictive power over future 
market volatility at any lag length tested. This does not imply that sentiment is irrelevant, but rather that 
its influence does not operate through stable linear lead–lag dynamics of the kind captured by Granger 
tests. 
 

 
Market regimes are classified based on the 90th percentile of realised market volatility, producing 12 
stress-regime and 107 normal-regime daily observations. The Mann-Whitney U test confirms that the two 
regimes are statistically distinct in terms of market volatility (U = 0, p = 1.50 × 10⁻⁸), validating the 
classification as a meaningful structural partition. Mean market volatility is 0.0103 in stress regimes 
compared to 0.0047 in normal regimes. 
​
Contrary to the intuition that investor disagreement intensifies during market stress, sentiment volatility is 
consistently lower in stress regimes than in normal regimes for both measures. Mean LSTM sentiment 

June 2026 
Vol 8. No 1. 

Oxford Journal of Student Scholarship 
www.oxfordjss.org 

222 



Does Investor Sentiment Predict Market Volatility? A Regime-Based Analysis Using Social Media Data 
 
 

volatility is 0.824 in stress regimes versus 0.853 in normal regimes; mean TextBlob sentiment volatility is 
0.200 in stress regimes versus 0.209 in normal regimes. Mann-Whitney tests do not reach significance for 
either measure (LSTM: U = 813, p = 0.132; TextBlob: U = 792, p = 0.187), though both yield moderate 
effect sizes in a consistent direction (Cohen's d = −0.42 and −0.46 respectively). The consistency of this 
directional pattern across two methodologically distinct classifiers suggests a convergence of investor 
opinion during stress periods, rather than the amplification of disagreement. 
​
Return differentials between high- and low-sentiment days are uniformly non-significant across all 
horizons and both measures in the full sample. Within the stress regime, TextBlob shows Cohen's d of 
0.866 and 0.876 at the 1-day and 2-day horizons, but these do not reach statistical significance (p ≈ 0.16) 
given only 12 stress-regime observations. No trading signal can be derived from these results. The 
principal empirical conclusion is that daily-aggregated Twitter sentiment does not predict market 
volatility in this sample through any of the tested channels, but the convergence pattern in sentiment 
dispersion during stress periods represents a consistent directional finding that warrants further 
investigation. 
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​
 
​
​
5. LIMITATIONS 

Several limitations constrain the scope and interpretability of this study's findings. First, after daily 
aggregation, the usable sample contains 119 market-day observations, of which only 12 fall in the stress 
regime. Statistical tests on or within the stress subsample have very limited power. The non-significant 
results throughout should be interpreted as inconclusive rather than as definitive evidence of no 
relationship; the consistent directional patterns observed across both sentiment measures may reflect 
genuine effects that this sample is too small to confirm. 
 
Second, the LSTM sentiment measure is a pre-computed column supplied by the dataset's original 
compilers. Its architecture, training corpus, and validation procedure are not publicly documented. Any 
systematic misclassification in the LSTM scores propagates directly into the sentiment volatility series 
without being detectable from the data. 
 
Third, the regime classification uses the 90th percentile of market volatility as the threshold. This choice 
is arbitrary. Alternative thresholds such as the 75th percentile or a Markov regime-switching model may 
produce different regime assignments and different findings. The 90th-percentile choice prioritises the 
isolation of extreme stress episodes but sacrifices regime-level sample size. 
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Fourth, sentiment volatility is aggregated from stock-day level to market-day level by averaging across 
stocks. This pooling may obscure heterogeneous sentiment-volatility relationships at the firm level. 
Stock-level analysis was not conducted due to the limited number of observations per stock after daily 
aggregation. 
 
Fifth, the return differential analysis uses a median split on daily mean sentiment rather than a 
positive/negative sign split. This reframing was necessary because 95% of daily observations carry 
positive mean sentiment under both measures, but it changes the economic interpretation: the analysis 
compares relatively high-sentiment days against relatively low-sentiment days, not optimistic days against 
pessimistic ones. 
 
Sixth, the analysis does not control for macroeconomic events such as earnings announcements, central 
bank communications, or geopolitical shocks that simultaneously affect both social media activity and 
market volatility. Observed patterns may partly reflect these confounders rather than an independent 
sentiment channel. 
 
​
​
6. CONCLUSION​
 
This study examined the relationship between investor sentiment volatility and stock market volatility 
across 119 daily observations drawn from a dataset of 367,665 tweets referencing 101 global stocks 
between January 2017 and December 2018. The principal findings are as follows. No significant linear or 
Granger-causal relationship between sentiment volatility and market volatility was detected for either the 
LSTM or TextBlob measure. Regime classification based on the 90th percentile of market volatility 
confirms statistically distinct market conditions, but sentiment dispersion does not differ significantly 
across regimes for either measure. Return differentials between high- and low-sentiment days, defined by 
median split, are non-significant across all horizons and both measures in the full sample and the normal 
regime. Within the stress regime, TextBlob shows large effect sizes at short return horizons, but these are 
based on 12 observations and do not reach significance. 
​
The most consistent finding across both measures is directional: sentiment volatility is lower during 
market stress than during normal conditions (LSTM: d = −0.42; TextBlob: d = −0.46). This pattern, 
present in both a deep learning-based and a lexicon-based classifier, is consistent with a convergence 
hypothesis — that extreme market conditions suppress heterogeneity of opinion on social media rather 
than amplifying it. This finding is not statistically confirmed at conventional thresholds given the sample 
constraints, but its consistency across two independent measurement approaches makes it the most 
directionally consistent pattern in the study. Future work with higher-frequency data, longer time 
horizons, and stock-level rather than market-level aggregation would provide a more powerful test of this 
hypothesis. 
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​
This interpretation is broadly consistent with models of investor disagreement such as Hong and Stein 
(1999), in which information diffusion and belief convergence among heterogeneous traders produce 
return predictability under specific market conditions. The present findings suggest that the social media 
expression of disagreement may follow a similar regime-dependent pattern, compressing during periods 
of coordinated market stress. 
​
The findings are more naturally interpreted through the lens of investor disagreement than through 
traditional sentiment-prediction frameworks. Under this interpretation, periods of market stress may 
encourage convergence around a common narrative, reducing the dispersion of opinions expressed on 
social media even as market uncertainty rises. Although the present data do not permit strong causal 
inference, the consistency of this directional pattern across both sentiment measures suggests that 
sentiment dispersion may capture a distinct behavioural dimension of market activity that is not reflected 
in average sentiment levels alone. 
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